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Abstract

This paper presents an overview of different approaches for
providing automatic speech recognition (ASR) technology to
mobile users. Three principal system architectures in terms of
employing wireless communication link are analyzed: Embed-
ded Speech Recognition Systems, Network Speech Recognition
(NSR) and Distributed Speech Recognition (DSR). Overview of
the solutions which became standards by now as well as some
critical analysis of the latest developments in the field of the
speech recognition in mobile environments is given. Open is-
sues, pros and cons of the different methodologies and tech-
niques are highlighted. Special emphasis is made on the con-
straints and limitations the ASR applications encounter under
the different architectures.

1. Introduction
The past decade has witnessed an unprecedented developing of
the telecommunication industry. Market researches report that
there are more than 1.6 billion mobile phone subscribers world-
wide as of 2005 and this amount is expected to grow up to 2
billion by the end of 2006. The today’s mobile technologies
have far overcome person-to-person communication. The 2.5G
networks supporting packet switched data exchange, such as
GPRS with realistic bit rates of 30−80 kbit/s, have become an
everyday matter. Whilst the networks of the 3rd generation, like
UMTS or CDMA2000, are already operated in 72 countries,
have 32 millions users (middle 2005) and continue to spread.
These networks provide an effective data transfer rate up to 384
kbit/s.

At the same time the wireless local area networks (WLANs)
based on the IEEE 802.11 specifications also known as Wi-Fi
spots became widely available. This is a technology, which en-
ables a person with a wireless-enabled computer or personal
digital assistant (PDA) to communicate being within the cover-
age of an access point. With rates up to 11 Mbit/s Wi-Fi makes
possible such applications as Voice over IP or video conferenc-
ing.

Alongside with expansion of the network technologies, the
client devices have been developing at the same speed. Nokia
has forecasted that by the end of 2006 one sixth of all cellular
phones will be UMTS supporting devices. Also PDAs are get-
ting more and more popular. For example, according to Gart-
ner’s study, the overall market for PDAs has grown by 20.7% in
the third quarter of 2005, compared to 2004.

Of course such a perfect infrastructure gave rise for the de-
velopment of many new data services for the handheld devices.
However, the user interface, which has definitely improved over
the last years, still limits the usability of the mobile devices. The

main interface problem of handheld gadgets is their miniature
size. Typing on such tiny keyboards or pointing with stylus is
very uncomfortable and error prone. Another issue is that PDA
are often used when person is really ”on the move”. Operating
in such conditions is either impeded or even prohibited, e.g. in
the case of car driving.

The natural way to solve this problem consists in using
speech recognition technology. Speech input requires neither
visual nor physical contact with devices. It can serve as an al-
ternative interface to the regular one or be a complement modal-
ity speeding up the input process and increasing its fidelity and
convenience.

In the last decade a substantial effort has been invested in
the automatic speech recognition techniques. As a result fast,
robust and effective speech recognition systems have been de-
veloped [1–3]. The modern state-of-the-art ASR systems pro-
vide the performance quality (usually assessed by the recogni-
tion word error rate (WER) and by the ratio of the processing
time to the utterance duration), which affords the comfortable
use of ASR in real applications, c.f. Table 1.

However, the direct reproduction of the algorithms suitable
for the desktop applications is either not possible or mostly
leads to unacceptable low performance on the mobile devices.
Due to the highly variable acoustic environment in the mobile
domain and very limited resources available on the handheld
terminals the implementation of such systems on the mobile
device necessitates special arrangements [4]. In this paper we
address the system optimization techniques, which enable the
speech recognition technology on the portable computing de-
vices.

The remainder of the paper is organized as follows. The
process of the speech recognition from the perspective of the
handheld device is presented in section 2. Sections 3, 4 and 5
draw in detail three principal system architectures: client-based,
server-based and the client-server ASR. Section 6 summarizes
and closes the discussion.

Table 1: Recognition rates of the state-of-the-art desktop ASR
systems [2]

Task Words WER Real Time (RT)
% 1-CPU 2-CPUs

Connected Digits 11 0.55 0.07 0.05
Resource Manag. 1’000 2.74 0.50 0.40
Wall Street Journal 5’000 7.17 1.22 0.96
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2. Architectures of ASR Systems for Mobile
Devices

In this section we briefly describe the functional blocks of the
current state-of-the-art speech recognition engines with their
impact on the design of the ASR systems for mobile applica-
tions.

2.1. Basics of Automatic Speech Recognition

The goal of the ASR system is to find the most probable se-
quence of words W = (w1, w2, ...) belonging to a fixed
vocabulary given some set of acoustic observations O =
(o1, o2, ..., oT ). Following the Bayesian approach applied to
ASR [5] the best estimation for the word sequence can be given
by

W ∗ = arg max
W

P (W |O) = arg max
W

P (O|W )P (W )

P (O)
. (1)

In order to generate an output the speech recognizer has basi-
cally to perform the following operations:

• extract acoustic observations (features) out of the spoken
utterance;

• estimate P (W ) - the probability of individual word se-
quence to happen, regardless acoustic observations;

• estimate P (O|W ) - the likelihood that the particular set
of features originates from a certain sequence of words;

• find word sequence that delivers the maximum of (1).

The term P (W ) is determined by the language model. It
can be either rule based or of statistical nature. In the later case
the probability of the word sequence is approximated through
the occurrence frequencies of individual words (often depend-
ing on the previous one or two words) in some predefined
database. The main shortcoming of the statistical language
models from the mobile ASR viewpoint is the number of pa-
rameters to be stored, which may be as gross as hundreds of
megabytes for very large vocabulary (LV) tasks.

The likelihoods P (O|W ) are estimated on most state-of-
the-art recognizers using HMM based acoustic models. Here
every word wj is composed of a set of acoustic units like
phonems, triphones or syllables, i.e. wj = (u1 ∪ u2 ∪ ...).
And every unit uk is modeled by a chain of states sj with asso-
ciated emission probability density functions p(x|sj). These
densities are usually given by a mixture of diagonal covari-
ance Gaussians, i.e. p(x|sj) =

PM

k=1
bmjN(x, µmj ,Σmj).

The computation of the final likelyhood P (O|W ) is performed
by combining the state emission likelihoods p(ot|sj) and state
transition probabilities. The parameters of acoustic models such
as state transition probabilities, means µmj , variances Σmj and
weights bmj of Gaussian mixtures are estimated on the training
stage and also have to be stored. The total number of Gaussians
to be used depends on the design of the recognizer. However,
even for a digit recognition task ending up with about one thou-
sand 39-dimensional mixtures is a common situation, which
also embarrasses a compact implementation of the ASR in a
mobile device.

Finally, armed with both p(ot|sj) and P (W ), we need an
effective algorithm to explore all HMM states of all words over
all word combinations. Usually modified versions of the Viterbi
algorithm are employed to determine the best word sequence in
the relevant lexical tree.

2.2. The Mobile ASR Dilemma

The implementation of effective mobile ASR systems is chal-
lenged by many border conditions. In contrast to the generic
ASR, the mobile recognition system therefore has to encounter
the following aspects: limited available storage volume (lan-
guage model and acoustic models to be shorten, which leads
to performance degradation), tiny cache of 8−32KB and small
and ”slow” RAM memory from 1MB up to 32MB (many
signal processing algorithms are not allowed), low processor
clock-frequency (enforces to use the suboptimal algorithms),
no hardware-made floating point arithmetic, no access to the
operating system for mobile phones (no low level code opti-
mization possible), cheap microphones (often far away from the
mouth - affects the performance substantially), highly challeng-
ing acoustic environment (PDA can be used everywhere: in the
car, on the street, in large halls and small rooms; this introduces
additive and convolutional distortions of the speech signal), no
real PDA recorded speech corpora are currently available, high
energy consumption during algorithms execution, and so forth.
Finally, improvements which could be done in one functional
block contradict with other parts of the system.

2.3. System Configurations for Mobile Speech Recognition

ASR systems as described in section 2.1 structurally can be
decomposed into two parts: the acoustic front-end, where the
process of the feature extraction takes place and the back-end,
performing Viterbi search based on the acoustic and language
models.

Since most of the portable devices use a communication
link, we can classify all the mobile ASR systems upon the loca-
tion of the front-end and back-end. This allows us to distinguish
three principal system structures:

• client-based architecture or embedded ASR, where both
front-end and back-end are implemented on the terminal;

• server-based or network speech recognition (NSR),
where speech is transmitted over the communication
channel and the recognition is performed on the remote
server;

• client-server ASR or distributed speech recognition
(DSR), where the features are calculated on the termi-
nal, whilst the classification is done on the server side.

Each approach has its individual shortcomings, which influence
the overall performance. Therefore, the appropriate implemen-
tation depends on the application and the terminal properties.
Small recognition tasks are generally recommended to reside on
terminals, while the large vocabulary recognition systems take
advantage of the server capacities. In following we analyze the
problems associated with particular architecture in detail and
examine the remedies against undesired effects.

3. Embedded Speech Recognition Systems
In the case of client-based or embedded ASR the entire pro-
cess of speech recognition is performed on the terminal device
(see Fig. 1). Embedded ASR is often the architecture of choice
for PDAs. First, these client devices are somewhat more pow-
erful compared to the mobile phones. Second, they are driven
under well established operating system, like Windows Mobile
5.0, allowing easer software extension at different system lev-
els. Third, PDAs have well known processor architectures, e.g.
Intel XScale, and there are some libraries and development kits
optimized for a particular platform [6]. Finally, PDAs do not
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always have a wireless communication link available, so the re-
mote speech recognition is rather unwelcome on PDA.

The main advantage of the terminal based architecture re-
lies in the fact that no communication between the server and
the client is needed. Thus, the ASR system is always ready
for use and does not rely on the quality of the data transmis-
sion. The most important issue for embedded ASR systems is
the very limited system resources on the mobile device.

For the embedded ASR design two implementation aspects
need to be considered. These are the memory usage of the un-
derlying algorithms and the execution speed [7]. To achieve
reliable performance of embedded speech recognition system
the modifications improving both criteria should be introduced
in every functional block of ASR system.

3.1. Front-end

The task of the acoustic front-end is to extract characteristic fea-
tures out of the spoken utterance. Usually it takes in a frame of
the speech signal every 10 msec and performs certain spectral
analysis. The regular front-end includes among others, the fol-
lowing algorithmic blocks: Fast Fourier Transformation (FFT),
calculation of logarithm (LOG), the Discrete Cosine Transfor-
mation (DCT) and sometimes Linear Discriminant Analysis
(LDA).

In [8] Köhler et al. give an example of the ASR imple-
mented on iPAQ H5550 Pocket PC with XScale 400 MHz pro-
cessor. For 1 sec of speech the front-end requires 0.713 sec of
processing time, where 0,622 sec is contributed by FFT, LOG,
DCT and LDA.

DCT and LDA are normally performed by matrix multipli-
cation, which requires O(n3) floating point multiplications and
additions. Because there is no floating point unit on PDAs, the
operations with floating point numbers are software emulated.
The alternative is to scale up float numbers by a factor S, drop
out the fractional part, perform time efficient operation on in-
tegers and scale down the result. The weak point here is that
scaling itself requires O(n2) floating multiplications and that
beforehand chosen S can generally lead to integer overflows.

Additional speed improvement can be gained by us-
ing a polynomial approximation of the logarithm loga f =
loga(2xm) ≈ loga 2((m − 1)(5 − m)/3 + x) and by em-
ploying the processor optimized library for the FFT computa-
tion [6]. The combination of above techniques cuts five times
the RT ratio of the entire front end from 0.713 down to 0.140
with moderate WER increase from 19.7% up to 20.2% on 2500
words task, (see Table 2 for details).

Table 2: Performance of the baseline and speed optimized algo-
rithmic units [8]

Functional Time WER
unit Baseline Opt. Baseline Opt.

DCT 42ms 5ms 19.7% 19.7%
LDA 134ms 10ms 19.7% 19.7%
LOG 67ms 9ms 19.7% 19.8%
FFT 379ms 25ms 19.7% 21.6%

ASR Search

Acoustic

Models Model
Language

Recognition
Result

Speech

Client

Feature
Extraction

Figure 1: Client based ASR system - Embedded Speech Recog-
nition

3.2. ASR Search

We have to notice that the feature extraction even if not opti-
mized, takes just about 2% of all processing time in case of the
medium vocabulary and even less in large vocabulary recogni-
tion tasks. The main computational burden relies in the ASR
search, which is governed by two operations: the computation
of Gaussians in the emisson likelihoods p(ot|sj) for a given
frame and the token propagation, i.e. the maintenance of the
information about the survivors (best paths) during the search
through the lexical tree.

3.2.1. Likelihood Computation Methods

The calculation of the single state emission likelihood
p(x|sj) =

PM

m=1
bmjN(x, µmj ,Σmj) with plain number

of mixtures M=6 and feature vector length D=39 requires
480 floating multiplications, 234 additions and 6 exponentials.
Therefore, the likelihoods are computed in the log-domain and
are approximated by the impact of the nearest-neighbor:

log p(x|sj) ≈ arg max
m=1,M

(

b′mj −
1

2

D
X

d=1

(x[d] − µmj [d])2

Σ
2

mj [d, d]

)

(2)

The use of this approximation shortens the number of required
operations by 30% in [9], since scaled weights b′mj can be cal-
culated beforehand and some mixtures are early dropped out
during the maximization.

Further improvements may be gained if we consider in (2)
not all M mixture components but only some of them. The
relevant components are chosen either via a projection search
algorithm (PSA) or by k-d tree method [10]. In the k-d tree
method the mixture components virtually divide the feature
space into partitions. Structuring of the components into the
tree allows to quickly determine which partition the vector x
belongs to. Only prototypes laying on the partition’s border
will be used in (2). In PSA only components located inside the
ε-neighborhood around the given feature vector are considered.
The cost-effective Hamming approximation of l1-norm can be
used to search for the nearest prototypes. In [10] the k-d tree
and PSA technics reduced CPU-time required for likelihoods
computations respectively down to 50,7% and 39,9% compared
to the baseline system without increase in WER.

In [11] Vasilache et al. present a phoneme based ASR,
where HMM parameters µ and σ are represented by one out of
25 (for mean) and one out of 23 (for variance) quantizer levels.
If in addition the input features will be quantized with similar
number of levels 25, then the likelihoods can take only one out
of 252325 = 8192 fixed values, which can be precomputed and
saved. With this substantial complexity reduction the perfor-
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mance of the speed optimized ASR system was not worse then
that of the baseline system.

3.2.2. Decoding Techniques

Once the likelihoods p(x|sj) being calculated the best align-
ment of the HMM state sequence sj to the sequence of feature
vectors has to be found using the Viterbi algorithm. For this the
trellis - network of admissible word sequences expanded to the
level of the phonetic units uk has to be constructed.

In the embedded ASRs this network is usually represented
as a phonetic tree. Unlike the network architecture the tree
representation requires no back-tracing: the leave of the tree
uniquely determines the entire path - word sequence. This re-
sults in faster search and also in saving the most demanded on
PDAs dynamically allocated RAM.

The search cost also can be reduced by applying the two-
pass search strategy. Assuming some simplifications the ”fast-
match” finds n-best paths, which are later rescored by the ”de-
tailed match” process. Despite on the small latency the two-pass
algorithm is very efficient for large lists tasks, where the gram-
mar can be effectively represented as a tree. In [12] on the task
containing list of 1475 words the two-pass recognition took on
206 MHz PDA only 0.56 real-time, which is more than 8 time
faster compared to the ASR with a single pass search.

4. Network Speech Recognition
Practically all complications caused by the resource limitations
of the mobile devices can be avoided shifting both ASR front-
end and back-end from the terminal to the remote server. Such
a server-based ASR architecture is referred in the literature as a
network speech recognition (see Fig. 2a).

Unlike the embedded ASR, the NSR architecture can aug-
ment not only PDAs but also ”thin” terminals, e.g. cellular
phones, with a very large vocabulary ASR. Another advantage
of NSR relies in the fact that it can provide access to the rec-
ognizers based on the different grammars or even different lan-
guages. Besides, the content of the ASR vocabulary often may
be confidential, thus prohibiting its local installation. Finally,
the NSR allows a seem-less to the end-user upgrade and modi-
fication of the recognition engine.

Characteristic drawback of the NSR architecture is the per-
formance degradation of the recognizer caused by using low
bit-rate codecs, which becomes more severe in presence of data
transmission errors and background noise.

To a certain extent the distortion introduced by source cod-
ing can be diluted if the recognizer is trained on the respec-
tively corrupted speech. However, the tandeming of the differ-
ent source coding schemes in addition to the different chanel
noise levels spans a too large number of possible acoustic mod-
els. Better performance can be obtained if the recognition is
performed based on the features derived from the parameteric
representation of the encoded speech without the actual speech
reconstruction (see Fig. 2b). There are several successful im-
plementations of such system intended for different codecs:
ETSI GSM 06.10 [13], FS1015 and FS1016 [14] and ITU-T
G.723.1 [15].

Another important issue related to NSR design is an ar-
rangement of the server side. In contrast to generic recognition
systems, the NSR back-end should be able to serve effectively
hundreds of clients simultaneously. In [16] Rose et al. suggest
an event-driven, input-output non-blocking server framework,
where the dispatcher, routing all the systems events, buffers the
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(a) ASR features are extracted from the transcoded speech
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(b) ASR features are derived from the speech codec parameters

Figure 2: Server based ASR system - Network Speech Recogni-
tion

clients queries on the decoder proxy server, which redirects the
requests to the one of free ASR decoder processes. Such NSR
server framework composed of a single 1GHz proxy server and
eight 1GHz decoder servers each running four decoder pro-
cesses could serve up to 128 concurrent clients. [17] presents
an alternative architecture, where the entire ASR system has
been decomposed into 11 functional blocks. The components
interconnected via DARPA Galaxy Hub can be accessed inde-
pendently allowing a more efficient parallel use of the ASR sys-
tem.

5. Distributed Speech Recognition
Distributed speech recognition represents the client-server ar-
chitecture, where one part of ASR system, viz. primary fea-
ture extraction, resides on the client, whilst the computation of
temporal derivatives and the ASR search are performed on the
remote server (see Fig. 3).
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Figure 3: Client-Server based ASR system - Distributed Speech
Recognition
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Even though both DSR and NSR make use of the server-
based back-end, there are substantial differences in these two
schemes favoring DSR. First of all the speech codecs unlike
the feature extraction algorithms are optimized to deliver the
best perceptual quality and not for providing the lowest WER.
Second, ASR does not need the high quality speech, but rather
some set of characteristic parameters. Thus, it requires lower
data rates - 4.8 kbit/s is a common rate for the features transmis-
sion. Third, since feature extraction is performed place on the
client side, the higher sampling rates covering full bandwidth of
the speech signal are possible. Finally, because in DSR we are
not constrained to the error-mitigation algorithm of the speech
codec, better error-handling methods in terms of WER can be
developed.

The studies within the distributed recognition framework
target three aspects indicative for DSR:

• the development of noise robust and computationally ef-
fective feature extraction algorithms;

• the investigation of procedures for feature vectors quan-
tization, permitting compression of the features without
looses in recognition quality;

• the elaboration of error mitigation methods.

The composite answer on all these question was given
by the STQ-Aurora DSR Working Group established within
the European Telecommunications Standards Institute (ETSI).
The result of the four-year cooperative work of Aurora Group
members, the world leading ASR companies, has become the
ETSI standard ES 202 050 operating at the 4.8 kbit/s data rate
and specifying the advanced front-end (AFE) feature extrac-
tion, feature compression and back-end error-mitigation algo-
rithms [18]. In 2004 this standard was enriched to the extended
advanced front-end (xAFE), allowing for the cost of additional
0.8 kbit/s reconstruction of the intelligible speech signal out of
features stream.

The AFE includes the noise reduction, made by two stages
of Wiener filtering, the calculation of 13 cepstral coefficients
and a log energy, blind equalization and voice activity detec-
tion. The feature compression is performed by using the split
vector quantization (SVQ). The error detection is based on the
CRC and minimum consistency tests. A simple repetition of
previously correctly received frame in place of erroneous one is
applied in case if an error is detected.

Table 3 shows the performance of DSR with AFE and NSR
with modern 4.45 kbit/s, 12.2 kbit/s and 12.66 kbit/s AMR
codecs, where the packet-switched data transmission is per-
formed over the channels with 1% and 3% block error rates.
The average relative degradation of NSR compared to DSR ex-
ceeds 50%.

The simple error mitigation strategy of the AFE standard
performs well under channels with a high carrier to interference
ratio (C/I), but leads to the performance degradation under nois-
ier conditions. Significant improvements can be obtained using
the soft source-channel decoding approach introduced by Fin-
gscheidt and Vary [20]. This method exploits the reliability (soft
values) of the received bits and the a priory information about
residual redundancy in feature vectors to calculate the a posteri-
ori probabilities and thus the MMSE estimate of the transmitted
vector. In [21] the authors show that if the bits reliability is not
know it can be estimated using the minimum consistency tests
in intraframe and interframe directions. This leads to the re-
duction in WER from 10% down to 2.5% with circuit-switched
transmission over the channel with 2.5 dB C/I ratio for digit

Table 3: Comparison of the DSR with ETSI AFE and NSR with
AMR codecs [19]

Sampl. NSR BLER WER,% Rel.
rate codecs % DSR NSR Degr.

AMR-4.75 1 2.39 5.67 57.9%
8 kHz 3 2.38 6.51 63.4%

AMR-12.2 1 2.39 4.73 49.5%
3 2.38 6.33 62.4%

16 kHz AMR-12.66 1 1.84 2.74 32.9%
3 1.84 3.44 46.5%

recognition task. Further improvement can be gained if soft de-
coding is applied also to the feature temporal derivatives [22].

An alternative solution to the vector quantization problem
was suggested in [23]. The method based on the source model-
ing with Gaussian mixtures operates on bit-rates below 1 kbit/s
with less than 1% relative WER degradation.

6. Conclusions
In this contribution we have analyzed three possible ASR ar-
chitectures (embedded ASR, NSR and DSR) for providing the
speech recognition technology to the portable end devices. The
shortcomings associated with the particular design and possible
solutions have been considered.

In our opinion the continuously increasing power of the mo-
bile devices will give rise to the expansion of the embedded
ASR systems. We suppose that in the near future the medium
recognition tasks having 1000-2000 words, which represents a
good coverage of the certain application domain, will be suc-
cessfully running on the terminal devices, like PDAs or in-car
embedded systems.

In the light of the incremental affordability of high data-rate
networks the remote speech recognition systems will also re-
main of interest for performing the very large vocabulary recog-
nition and for accessing to corporate ASR system with confi-
dential contents. Because of the superior performance of DSR
in presence of the transmission errors and surrounding noise,
with xAFE being selected by 3GPP for Speech Enabled Ser-
vices, and with real time transmission protocol for AFE fea-
tures standardized by IETF, we belive that NSR will be totally
supplanted by the DSR architecture.
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